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Abstract—Social media traffic is considered the primary source
of Internet traffic. Such traffic is largely facilitated by mobile
devices. Consequently, cellular networks tend to experience
significantly high traffic load, and mobile users tend to incur high
cellular costs. In order to alleviate such effects, we strive to allow
social media users to have more reliance on vehicular rather than
cellular networks for data access. However, this can be impeded
by the high delay and low packet delivery ratio often associated
with content access from remote data providers in vehicular
networks. Thus, we introduce the Vehicular Optimal Proactive
Caching (VOPC) benchmark to quantify the potential gains of
predictive proactive caching in improving the quality of Internet
services in vehicular networks. In VOPC, we exploit the fact that
some users tend to exhibit a somewhat predictable behavior in
terms of the type and time of social media access during the
daily route they follow, as well as the period of encounter with
road segments along that route. Such a predictable behavior is
utilized to pre-cache the data at parked vehicles to be proactively
procured by requesters as they pass by. The objective is to
maximize cache hits by assigning replicas to caching spots that
yield maximum certainty in their spatiotemporal availability for
requesters. This is while sustaining a cache capacity limit. VOPC
formulates the caching problem as an integer linear programming
optimization problem and can thus act as an upper bound on
reachable potential. Performance evaluation substantiates the
ability of VOPC to act as a benchmark that can quantify the
potential gains of the heuristic-based predictive caching scheme
in terms of delay, packet delivery ratio, and cache hit ratio.
Index Terms—VANETs, Proactive Caching, Social Media.

I. I NTRODUCTION
In 2017, social media users accounted for 71% of Internet users [1]. Recently, such an extensive usage has further
increased, and it is expected to continue to amplify in the
future, with an estimated elevation in the number of social
media users reaching 2.9 billion in 2020 [1]. More than 60%
of such usage is mostly facilitated by mobile devices [2]. This
leads to the incurrence of high cellular costs by mobile users,
particularly in outdoor areas that lack the availability of WiFi connection. Also, it causes cellular networks to undergo a
huge amount of traffic load, which could affect the quality
of service. One plausible solution to curtail such costs and
traffic load is to enable users to depend more on other types
of free/less expensive networks for content access. Due to their
pervasive availability, Vehicular Ad Hoc Networks (VANETs)
are promising candidates to consider.
VANETS have transpired as a communication paradigm that

strives to promote interconnection between vehicles on the
road. They act as a preeminent technology that enables a broad
range of applications in Intelligent Transportation Systems
(ITS), such as Internet access [3]. However, the challenging
issues incorporated with content access in VANETs can have
a severe impact on the quality of service in these applications.
Data access in VANETs can occur via inter-vehicle communication and/or communication between vehicles and roadside
access points, referred to as Road-Side Units (RSUs). However, wide deployment of RSUs might not always be feasible
due to the immense investments they typically require [3].
Thus, the nearest available RSU might be remotely located
from the requester. Hence, Internet users often rely on vehicleto-vehicle (V2V) communication to send a data request to the
closest RSU, and get a response back. V2V communications
targeting far-away content providers are often affiliated with
high delay and low packet delivery ratio, due to the intermittent
connectivity and highly dynamic topology of VANETs [3].
In order for mobile users to consider VANETs as an
adequate alternative to cellular networks for content access, it
is crucial to ameliorate the quality of VANET-based Internet
services. To do that, caching can be used to bring the data
closer to the requester. For this purpose, we exploit the use
of roadside parked vehicles for caching. Note that contrary
to RSUs, it has been shown that roadside parked vehicles
are immensely available as natural infrastructures [4]. Hence,
they can play a vital role as a source of abundant and costeffective caching resources. In a study that tracked roadside
parking spaces in Ann Arbor city in the US, it has been
demonstrated that their occupancy ratio can rise to 93% and
80% during on and off-peaks, respectively [4]. Rechargeable
batteries, particularly in electric vehicles, make the use of
parked vehicles for caching much more feasible. It has been
determined that the average time after which the battery gets
depleted in such vehicles is 160 hours [4].
Existing caching schemes are classified into proactive and
reactive caching schemes. In the former, data is prefetched and
stored, while in the latter, caching occurs as the data propagates back to the requester in response to a previous request.
Proactive caching can significantly improve the quality of service [5]. However, most existing proactive caching schemes in
VANETs either employ a broadcast-based approach, which is
unsuitable for Internet access applications (as explained later)
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[5], or focus on large-sized content download, which can only
accommodate applications that require multiple transmissions
[6]. Recently, the use of predictive proactive caching has been
investigated [7]. It has shown promising potential in improving
the quality of service in VANETs. However, the upper bound
on such potential has never been determined.
In this paper, we determine this upper bound by introducing
the Vehicular Optimal Proactive Caching (VOPC) benchmark.
VOPC enables researchers to quantify the potential gains of
predictive proactive caching schemes, assess their performance
based on the gap to the optimal solution, and determine if
there is a room for improvement. VOPC relies on the fact that
some users tend to sustain a daily routine in the route they
follow, the time of navigating that route, and the type and time
of requesting certain content. Such a daily routine triggers a
predictable behavior that VOPC utilizes to optimally pre-cache
the data at parked vehicles for the users to proactively acquire
either before the time of their requests or within a specified
time frame. Hence, VOPC aims to sustain a certain quality of
service demanded by users. The caching problem in VOPC is
formulated as an Integer Linear Programming (ILP) problem.
We implement VOPC using the NS-3 network simulator
[8] integrated with the Gurobi optimizer [9] to generate the
optimal solution. We use VOPC to quantify the potential gains
of the predictive Proactive Caching at Parked Vehicles (PCPV)
scheme [7]. This is since, unlike most existing schemes, PCPV
is rendered suitable for the targeted social media access applications that require single transmissions [7]. PCPV has also
been shown to significantly outperform the reactive caching
approach. In addition, we assess the performance of predictive
proactive caching compared to the broadcast-based approach.
This is assuming that the issues that render the latter unsuitable
for Internet access applications are resolved. Simulation results
show that the potential gains of PCPV in terms of delay, packet
delivery ratio, and cache hit ratio compared to VOPC can reach
up to 35%, 10%, and 15%, respectively, thus leaving a room
for improvement. The results also show that the predictive
approach outperforms the broadcast-based approach by up to
99%, 40%, and 50%, respectively.
The remainder of the paper is organized as follows. Section
II outlines some related work. Section III presents the proposed
benchmark (VOPC). Section IV discusses the performance
evaluation and simulation results. Section V highlights our
conclusions and future work.
II. R ELATED W ORK
In proactive caching, the data provider caches the data
at vehicles by prefetching the requester’s content of interest
to be cached ahead of time. This helps reduce latency and
alleviate traffic at backhaul links [5]. For example, in [10],
contents are periodically broadcast by the data center to all
the vehicles within its communication range. Subsequently, the
cached data can be exchanged among vehicles upon encounter.
One of the downfalls of this scheme is that requesters can
obtain the content which they are interested in only if they
opportunistically encounter a vehicle that happens to have

it. To expand data availability, the proactive caching scheme
in [5] enables contents to be periodically broadcast by the
data center to all the vehicles in highly congested roads and
at intersections. This scheme has been used as a baseline
by other broadcast-based proactive caching schemes, such as
[11], with more emphasis on resolving the issues of broadcast
storms and bandwidth inefficiency. Note that due to these
issues, the broadcast-based approach is rendered unsuitable
for user-specific applications, particularly those that deal with
substantial amount of traffic, such as social media access
applications [5]. Recently, some schemes, such as [6] have proposed the utilization of roadside parked vehicles to download
large-sized contents. These contents are not always feasible to
be acquired all at once due to the short connectivity period
between vehicles and RSUs. In such schemes, the content
is divided into smaller chunks and the sequential nature of
parked vehicles is exploited to store them to be later procured
by moving vehicles upon encounter. However, these schemes
are only designed to accommodate the download process of
large-sized contents that require multiple transmissions. This
is with the necessity to wait for an initial request to be
issued for the first chunk before the remaining chunks can be
prefetched. Lately, predictive proactive caching has also been
explored [7]. In [7], a heuristic-based scheme that pre-caches
the data based on estimated future requests is proposed. In
our work, we introduce VOPC to act as the upper bound on
the reachable potential of predictive proactive caching. VOPC
enables researchers to quantify the potential gains of predictive
schemes based on the gap to the optimal solution.
III. V EHICULAR O PTIMAL P ROACTIVE C ACHING (VOPC)
In VOPC, we target social media platforms that do not
have large-sized contents, such as Instagram. We emphasize
on the accounts of public figures, including actors, music
stars, politicians, etc. This is since such profiles capture the
interest of a huge number of users, and thus caching their
posted contents would be beneficial. We assume that requesters
subscribing to the service grant the data center access to
their trajectories, as well as their social media profiles. This
information is granted in exchange for the service and according to a privacy agreement. Note that the data center is
the original data provider accessed via an RSU. Each user
indicates his/her maximum acceptable delay upon subscribing
to the service. Thus, the deadline of each user’s request is
determined. The data center is responsible for choosing the
optimal road segments for caching. We assume that the data
center is equipped with a prediction module that allows it
to predict three pieces of information. First, it predicts the
request time of each user. Such information can be predicted
using request patterns predictors, such as [12]. Second, it
predicts the posting frequency of a given public figure. This
information specifies the Time to Live (TTL) of the data. TTL
indicates the anticipated time before a public figure publishes
a new post, rendering the previous data as stale. Third, it
predicts the period of encounter of the requester with each
road segment along its specified trajectory. To predict this
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(a) Candidate replicas for d1 .
(b) Intervals for replicas of d1 , d2 , and d3 .
Fig. 1. An example illustrating the process of determining the spatiotemporal caching slots at road segment rj . (a) The candidate replicas for d1 that can
be assigned to requesters satisfying restrictions (1) and (2), are determined. The start and end time of the earliest and latest periods of encounter of such
requesters with rj are given by a and b, respectively. The generation time of the current replica, lcur , is known to be at 8:05. The TTL of d1 is 30 min.
Thus, lcur expires at 8:35, marking the generation of the next replica lnext which will expire at 9:05. This replica is considered the first candidate replica
for d1 that can be cached at rj , since its expiry time is greater than a. The replica lnext+1 is the last candidate since its expiry time exceeds b. (b) Once
the replicas for d1 at rj are determined, the set of their intervals are defined. Since d1 has two replicas, the two intervals I1d1 and I2d1 are defined.

information, predictors such as [13] can be applied. After a
road segment is selected, the data center sends the replica
to the parked vehicle that has the maximum available cache
capacity at the selected road segment to be cached. Parked
vehicles that are willing to dedicate part of their storage
capacity to the caching service, report their parking time, along
with the duration of their availability to the data center. The
latter then solicits them in exchange for some incentives. In
the following subsections, we present the system model and
the ILP problem formulation.
A. System Model
Let U be the set of users subscribing to the service. Every
user u ∈ U can request a certain data d ∈ D, where D
is the set of the most recent posts published by the public
figures followed by users. Each data item d ∈ D has a TimeTo-Live T T Ld . Each replica of every data item d, denoted
ld , is associated with a generation time, gld , and an expiry
time, edl . The trajectory of every user u ∈ U is denoted Tu .
Note that Tu = r1 , r2 , ..rk represents the sequence of road
segments along the vehicle’s trajectory, where rj denotes the
road segment encountered by the vehicle. The set of all road
segments is denoted R. The time at which a given replica ld is
cached at a road segment rj is denoted tjd
lcach . The maximum
cache capacity at a road segment rj is denoted Cj .
The time of request of user u for data d is denoted τdu , and
the deadline of the request is denoted ηdu . A time period, ϵuj , is
assigned to each road segment rj ∈ Tu along the trajectory of
u. This period indicates the start time, tujstart , and the end time,
tujend , during which it is estimated that user u will encounter
rj . A probability of encounter, denoted Pju , is associated with
each period of encounter. Such a probability represents the
degree of the prediction accuracy of the estimated period.
We only focus on the prediction accuracy of the period of
encounter due to the effect of real-time weather and traffic
conditions on it, which can in turn impact the spatiotemporal
availability of the cached replicas.
B. Problem Formulation
Our objective is to minimize delay by maximizing cache
hits that ensure the spatiotemporal availability of the cached
replicas for the users to proactively acquire within a certain

time frame. In order to ensure such an availability, the following restrictions need to be taken into consideration when
making a caching decision at road segment rj to satisfy the
request of user u for data item d: 1) rj must be part of the
user’s trajectory (rj ∈ Tu ). 2) The deadline of the request
should be after the user u starts its period of encounter with
rj (ηdu > tujstart ). This is to ensure that the user does not
acquire the cached data after the deadline of the request. 3)
The cached replica ld should still be valid by the time the
user starts passing by rj (edl > tujstart ). This is to guarantee
that the data is acquired before its expiry time. 4) The cached
replica ld must still be valid by the time the user requests it
(edl > τdu ). 5) The replica must be already cached at rj before
the user is done passing by the road segment (tujend > tjd
lcach ).
6) The replica should already be cached and available at rj
before the deadline (ηdu > tjd
lcach ).
The set of requests satisfying the aforementioned restrictions for each road segment rj ∈ R can be predetermined. To
do so, for each rj ∈ R, we specify the set of users, Fjd , that
request d and that abide to restrictions (1) and (2). In order to
check the remaining restrictions, potential replicas, as well as
their caching and expiry time need to be determined. Thus, we
specify the potential replicas of d that can satisfy the requests
of the users in Fjd . Such replicas are the ones that will be
generated during the period of encounter of the requesters in
Fjd with rj . This period begins from the start time of their
earliest period of encounter with rj , a, until the end time of
the latest period of encounter, b. As depicted in Fig. 1(a), in
order to specify the replicas, we use the replica available at
the current time, lcd , whose generation time, gldc , is known.
Starting from this replica, we determine the subsequent ones.
The first replica that can satisfy the requests of Fjd is the first
one whose expiry time > a, whereas the last replica is the one
whose expiry time > b.
Once the potential replicas are determined, the lifetime of
each replica at the corresponding road segment is specified.
Thus, for each road segment, we define a set of intervals, Adj ,
for every data item. Each interval starts from the time at which
the replica is to be cached at rj , tjd
lcach , until the time it expires,
edl . Note that the data center sends the replica for caching
d
once it is generated. Thus, tjd
lcach is equal to gl + ∆jduration ,
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where ∆jduration is the amount of time required for the road
segment (i.e., parked vehicle) to receive the replica from the
data center. The value of ∆jduration is calculated as the length
of the shortest path to rj divided by the average propagation
speed. As depicted in Fig. 1(b), the defined intervals represent
the spatiotemporal caching slots to which the requests can
be assigned. For each interval k ∈ Adj , and based on the
aforementioned restrictions (3-6), we define the set of users
belonging to Fjd that consider k a feasible spatiotemporal
d
caching slot. This set is denoted Bjk
.
Another important restriction is ensuring that the cache
capacity limit at each road segment is not exceeded. The cache
capacity of a road segment is only affected by the replicas of
different data items assigned to it in parallel. For instance, in
Fig. 1(b), intervals I1d1 , I1d2 , and I1d3 overlap. Thus, if each
of them has at least one request assigned to it, the consumed
cache capacity would be 3. Hence, for each road segment
rj ∈ R, we define Oj as the set of sets ψj , where ψj is the
set of intervals that overlap in rj . For example, in Fig. 1(b),
Oj ={{I1d1 , I1d2 , I1d3 }, {I2d1 , I1d2 , I2d3 }, {I1d1 , I1d2 , I2d3 },
{I2d1 , I2d2 }}.
The objective is to assign the requests to the proper spatiotemporal caching slots, such that the probability of cache
hits that guarantee the acquisition of the data within the desired
time frame is maximized. As previously mentioned, for each
d
caching slot, the set of requests regarding it as feasible, Bjk
,
is predetermined based on the assignment restrictions (1-6).
The problem is formulated as a 0-1 Integer Linear Program
(0-1 ILP), where the decision variable xdijk is set to 1 if the
request of user i for data item d is assigned to interval k at
road segment j, and 0 otherwise. In the objective function,
the probability of cache hits is reflected using the probability
of encounter of users with the road segments. The reason
for this is that such a probability, Pju , determines the degree
of accuracy of the estimated period of encounter, and thus
plays a vital role in assuring the spatiotemporal availability
of the assigned replicas. For example, if user u passes all the
restrictions relative to a particular spatiotemporal caching slot
at rj , but its probability of encounter with the latter is small,
then another caching slot might be a better alternative for u.
The aforementioned objective is subject to the constraints
C1-C4. Constraint C1 specifies that each request must be
assigned to at most one interval. This is to make sure that
each request is assigned only once. Constraint C2 indicates
that for each rj ∈ R, the total number of overlapping intervals
at rj , that have at least one request assigned to them, should
not exceed the maximum cache capacity, Cj . This constraint
is checked for each set of overlapping intervals ψj ∈ Oj at
rj . Constraints C3 and C4 are artificial constraints designed to
verify C2 (i.e., the cache capacity constraint). In order for C2
to be verified, we need to determine the number of overlapping
intervals that have at least one request assigned to them. For
this purpose, we define an artificial variable, δjk , which is
set to 1 if at least one request is assigned ∑
to interval k at
d
road segment j, and 0 otherwise. Thus, if
i∈B d xijk ≥1,
jk

then δjk =1. Otherwise, ∑
δjk =0. This can also be expressed as
follows: if δjk =1, then i∈B d xdijk ≥1. Otherwise, if δjk =0,
jk
∑
d
then
d xijk <1. Since it is not possible to include a
i∈Bjk
conditional statement in the formulation problem, constraints
C3 and C4 are constructed to serve the same purpose. The
variable M in C3 and C4 is set to a large positive value
to ensure that it is ∑
larger than the maximum possible value
d
of the summation
d xijk . In order to verify that the
i∈Bjk
conditional statement is satisfied by C3 and C4, consider
that the value of δjk is set to zero in both∑constraints. This
results in the following inequality: −M ≤ i∈B d xdijk < 1.
jk
Similarly,
is set to 1 in C3 and C4, the inequality,
∑ if δjk
1 ≤ i∈B d xdijk < M + 2, is obtained. Thus, C3 and C4
jk
serve the desired purpose.
∑∑ ∑ ∑
max
Pji xdijk
xd
ijk

d
d∈D j∈R k∈Ad
j i∈Bjk

s.t.
C1:

∑ ∑

xdijk ≤ 1

∀i ∈ U, ∀d ∈ D

δjk ≤ Cj

∀j ∈ R, ∀ψj ∈ Oj

xdijk ≥ δjk (M + 1) − M

∀j ∈ R, ∀k ∈ Adj

j∈R

C2:
C3:

∑

k∈Ad
j

∑

k∈ψj

d
i∈Bjk

C4:

∑

xdijk < δjk (M + 1) + 1

∀j ∈ R, ∀k ∈ Adj

d
i∈Bjk

IV. P ERFORMANCE E VALUATION
In this section, we use VOPC to quantify the potential gains
of the heuristic-based predictive caching approach PCPV [7].
We also evaluate the performance of the predictive approach
compared to a promising representative of the Broadcastbased Proactive Caching (BPC) approach. BPC is the scheme
in [5], implemented while assuming the nonexistence of the
bandwidth issues rendering the broadcast approach unsuitable
for social media access applications. We use the following
performance metrics: 1) the average delay experienced starting
from the time a request is generated until the data packet is
received, 2) the packet delivery ratio, which is the ratio of data
packets successfully acquired by users to the total number of
generated data packets, 3) the cache hit ratio, which is the
ratio of requests satisfied by caching nodes before the specified
deadline to the total number of received data packets.
A. Simulation Setup
VOPC, PCPV, and BPC are implemented using NS-3 [8].
NS-3 is integrated with Gurobi [9] to generate the optimal
solution in VOPC. Simulations are performed over a 4 × 4
road grid topography, comprised of 48 road segments. Realistic
vehicular mobility traces are created using the SUMO traffic
simulator [14], with an upper bound on vehicular speed set
to 40 km/h. The network consists of 1000 moving vehicles,
50% of which are requesters. In order to study the effect of
erroneous predictions, we vary the percentage of requesters for
which the data center estimates erroneous predictions. Note
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(a) Average delay-varying α.

Fig. 2.

(b) Packet delivery ratio-varying α.

(c) Cache hit ratio-varying α.

(d) Average delay-varying ω.

Performance results of VOPC, PCPV, and BPC over varying percentages of vehicles with accurate predictions.

that erroneous predictions refer to inaccurate estimations of
the period of encounter of the vehicles with road segments.
The simulation period is set to 2000 seconds. The interest
generation is uniformly distributed among 4 public figures,
each of which publishes 4 new posts every 5-10 minutes. The
number of parked vehicles is 100, uniformly distributed among
the road segments. Each parked vehicle remains at its assigned
parking space for the entire simulation period. We vary the
dedicated cache capacity at moving vehicles and at roadside
caching units at each intersection in BPC, as well as the total
cache capacity of the parked vehicles at each road segment in
VOPC and PCPV. This is expressed as the percentage, α, of
the total number of data types that can be requested. The time
of each request is assigned a random value that lies within the
trip duration of the requester. The deadline of each request is
set to a random value lying between the request time and the
request time+β, where β is set to 5 seconds.
B. Simulation Results and Analysis
First, we evaluate the performance of VOPC, PCPV, and
BPC in terms of average delay over varying percentage of
vehicles with accurate predictions. This is done for different
values of α. Note that in Fig. 2, curves of VOPC and PCPV
with the same α are circled so as to highlight the ones
compared to each other. As depicted in Fig. 2(a), VOPC
provides the upper bound on the potential delay improvement.
The predictive approach demonstrates significant reduction in
delay compared to BPC, ranging from 69% to 99% in VOPC,
and 45% to 99% in PCPV when the prediction accuracy ranges
from 20% to 100%, respectively. This is since requesters in
BPC rely on opportunistic encounter with vehicles that happen
to have the data. Such an encounter might take some time
to occur, which could delay the process of data acquisition.
The possibility of this encounter is further prolonged as the
cache capacity α decreases. BPC does not take any prediction
into consideration and thus it is not affected by varying the
percentage of vehicles with accurate predictions. In contrast,
varying the latter affects the performance of VOPC and PCPV.
The potential gain of PCPV compared to the optimal solution
VOPC increases as α and the percentage of vehicles with

accurate predictions decrease. For example, when the latter is
set to 20%, the gap between PCPV and VOPC rises up to 20%
when α=20%. This indicates a room for improvement in the
heuristic solution. This is because the lower the percentage
of vehicles with accurate predictions, the higher the risk of
caching replicas at road segments that requesters pass by after
the deadline, thus triggering a late data acquisition. The delay
particularly increases as the cache capacity α decreases. The
reason is that the lower the cache capacity, the higher the
chance of assigning requests to road segments with which the
users have low probability of encounter (i.e., low prediction
accuracy). This is since road segments yielding higher prediction accuracy might already be fully occupied. As α, as well as
the percentage of vehicles with accurate predictions increase,
PCPV gets closer to the optimal solution, with almost a 0%
gap when both the former and latter are set to 100%.
Second, we conduct the same comparison in terms of
packet delivery ratio. As demonstrated in Fig. 2(b), VOPC
yields the upper bound on the reachable packet delivery
ratio. The predictive approach (VOPC and PCPV) exhibits
an improvement of up to 40% compared to BPC. This is
because the chance for the broadcasted data packets to reach
the requesters in BPC is largely dependent on the opportunistic
encounter with the corresponding data holders. Meanwhile, the
potential gain of PCPV in terms of packet delivery ratio can
reach up to 10% compared to VOPC, thus indicating a slight
room for improvement. Note that in both VOPC and PCPV,
the data is acquired by requesters as they deterministically
pass by the caching nodes, thus significantly reducing the risk
of packet loss. However, as the percentage of vehicles with
accurate predictions decreases, the gap between PCPV and
VOPC increases. This is due to the increasing risk of caching
replicas at road segments that requesters pass by either before
the data has been cached or after it has expired. Such a risk
manifests as the cache capacity is reduced. This is due to
the higher risk that replicas are placed at road segments with
less accurate predictions, since those with higher prediction
accuracy might already be fully occupied. Note that VOPC
achieves the best possible cache allocation, thus it minimizes
this risk. As α, as well as the percentage of vehicles with
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accurate predictions increase, PCPV gets closer to the optimal
solution, reaching a 0% gap when α = 100%.
Third, we apply the same experiment to evaluate the cache
hit ratio. As shown in Fig. 2(c), VOPC and PCPV significantly
outperform BPC by an increase of up to 50%. This is due to the
same reasons previously discussed. VOPC provides the upper
bound on the potential cache hit ratio increase under varying
scenarios. This is because VOPC seeks the optimal solution
by maximizing cache hits that abide to the demanded time
frame of the requesters. As α and the percentage of vehicles
with accurate predictions decrease, the potential gain of PCPV
compared to VOPC increases, reaching up to 15% when the
former and latter are set to 20%. This can be attributed to
the higher chance of requesters acquiring the cached replica
after the deadline specified. The cache hit ratio particularly
decreases as the cache capacity decreases due to the same
reasons discussed above. As the percentage of vehicles with
accurate predictions, as well as α increase, PCPV closely
approaches the optimal solution. This occurs until almost a
0% gap is reached under perfect knowledge.
Fourth, we evaluate the effect of varying the value of ω on
the average delay. For VOPC and PCPV, ω is the percentage
of road segments that have parked vehicles. For BPC, it is the
percentage of intersections that have roadside caching units.
This experiment is conducted under varying percentage of
vehicles with accurate predictions, with α set to 100%. As
depicted in Fig. 2(d), as the prediction accuracy increases
from 20% to 100%, VOPC achieves a significant reduction
over BPC, ranging from 50% to 99%, respectively. Note that
as ω decreases, BPC yields higher delay. This is because
the lower the number of intersections with caching units, the
lower and less dispersed the amount of data broadcasted to
passing by vehicles. The potential gain of PCPV compared
to VOPC increases as ω and the percentage of vehicles with
accurate predictions decrease, reaching up to 35% when the
former and latter are set to 20%. This is because the lower the
value of ω, the higher the chance of the data center assigning
requests to road segments with which they yield low prediction
accuracy, since the ones with higher accuracy might not have
parked vehicles for caching. This possibility increases as the
percentage of vehicles with accurate predictions and thus the
possibility of error increases. Since VOPC seeks the optimal
solution, it achieves the best possible cache allocation under
such circumstances. As ω and the prediction accuracy increase,
PCPV closely approaches the optimal solution, with almost a
0% gap with VOPC when the accuracy is set to 100%.
V. C ONCLUSION AND F UTURE W ORK
In this paper, we have introduced a benchmark called
VOPC. VOPC allows researchers to quantify the potential
gains of predictive proactive caching schemes, evaluate their
performance, and certify if there is a possibility for improvement. It presents an optimal solution to pre-cache the data
at parked vehicles so as to be proactively procured by users
within a specific time frame. The caching problem has been
formulated as an Integer Linear Programming (ILP) optimization problem. We have evaluated the performance of the

predictive approach compared to a promising representative
of the broadcast-based approach. Simulations have shown that
the former outperforms the latter by up to 99%, 40% and
50%, in terms of delay, packet delivery ratio, and cache hit
ratio, respectively. We have also demonstrated the benefit of
VOPC in quantifying the potential gains of the heuristicbased predictive scheme. Simulations have shown that such
gains increase as the prediction accuracy decreases, reaching
up to 35%, 10%, and 15%, in terms of the aforementioned
metrics, respectively. This indicates that there is a room
for improvement. As the prediction accuracy increases, the
heuristic solution starts to approach the optimal solution. In
the future, we plan to design a prediction module that poses an
upper bound on the prediction error of the period of encounter.
ACKNOWLEDGMENT
This research is supported by a grant from the Natural Sciences and Engineering Research Council of Canada (NSERC)
under grant number: STPGP 521432.
R EFERENCES
[1] ”Number
of
social
media
users
worldwide
from
2010
to
2020
(in
billions)”.
[Online].
Available:
https://www.statista.com/statistics/278414/number-of-worldwide-socialnetwork-users/ (Accessed 2019, April 20).
[2] ”Mobile’s
Hierarchy
of
Needs
Revealing
Key
Insights into Global Mobile Trends”. [Online]. Available:
https://www.comscore.com/Insights/Press-Releases/2017/3/comScoreReleases-New-Report-Mobiles-Hierarchy-of-Needs (Accessed 2019,
April 20).
[3] S. Ilarri , T. Delot , R. Trillo, A Data Management Perspective on
Vehicular Networks”, IEEE Communications Surveys and Tutorials, vol.
17, no. 4, pp. 2420–1760, 2015.
[4] J. Balen, G. Martinovic, K. Paridel, and Y. Berbers, ”PVCM: Assisting
Multi-hop Communication in Vehicular Networks Using Parked Vehicles,” International Congress on Ultra Modern Telecommunications and
Control Systems and Workshops (ICUMT ’12), pp. 119–122, 2012.
[5] J. Zhao, Y. Zhang, and G. Cao, ”Data Pouring and Buffering on the
Road: A New Data Dissemination Paradigm for Vehicular Ad Hoc
Networks,” in IEEE Transaction on Vehicular Technology, vol. 56, no.
6, pp. 3266–3277, 2007.
[6] H. Gong and L. Yu, ”Content Downloading with the Assistance of
Roadside Cars for Vehicular Ad Hoc Networks”, Mobile Information
Systems, vol. 2017, Article ID 4863167, 2017.
[7] S. A. Elsayed, S. Abdelhamid, and H. S. Hassanein, ”Proactive Caching
at Parked Vehicles for Social Networking”, in IEEE International
Conference on Communications (ICC), pp. 1–6, 2018.
[8] ”The
NS-3
Network
Simulator.”
[Online].
Available:
https://www.nsnam.org/ (Accessed 2019, April 20).
[9] Gurobi, ”Gurobi optimizer reference manual”. [Online]. Available:
http://www.gurobi.com (Accessed 2019, April 20).
[10] B. Xu, A. Ouksel, and O. Wolfson, ”Opportunistic Resource Exchange
in Inter-vehicle Ad Hoc Networks,” in IEEE International Conference
MDM, pp. 4–12, 2004.
[11] M. Li, Z. Yang, and W. Lou, ”Codeon: Cooperative Popular Content
Distribution for Vehicular Networks Using Symbol Level Network
Coding,” IEEE J. Sel. Areas Commun., vol. 29, no. 1, pp. 223–235,
Jan. 2011.
[12] R. Atawia, H. Abou-zeid, H. Hassanein, and A. Noureldin, ”Joint
Chance Constrained Predictive Resource Allocation for Energy-Efficient
Video Streaming”, IEEE Journal on Selected Areas in Communications,
vol.34, no. 5, pp. 1389–1404, 2016.
[13] H. Abu-Ghazaleh and A. Alfa, ”Application of Mobility Prediction in
Wireless Networks Using Markov Renewal Theory”, IEEE Transactions
on Vehicular Technology, vol. 59, no. 2, pp. 788172, Feb. 2010.
[14] ”SUMO
(Simulation
of
Urban
Mobility).”
[Online].
Available:http://sumo-sim.org/ (Accessed 2019, April 20)

Authorized licensed use limited to: Queen's University. Downloaded on April 03,2021 at 13:47:24 UTC from IEEE Xplore. Restrictions apply.

