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Abstract—The demand for ultra-low latency requirements is
fueled by the growing popularity of real-time and time-critical
applications such as virtual, augmented, and mixed reality,
and industrial IoT. Time-critical applications and services are
real-time software whose failure could result in catastrophic
consequences such as fatalities, damage to property, and even
financial losses. Edge computing is the main enabler of 5G ultra-
low latency use cases. Edge resources are limited compared
to abundant cloud computing resources. As such, provisioning
time-critical applications at the edge is more challenging and
demanding. Even though virtual network function (VNF) sharing
improves the utilization of the service providers’ resources,
service requests, including time-critical ones, can still be rejected
due to insufficient resources. This paper proposes a Preemp-
tive Prediction-based Placement scheme (PPPS) for time-critical
services with VNF sharing. In addition to prioritizing time-
critical premium (Pr) services over best-effort (BE) services,
PPPS utilizes the predicted required resources in a defined
lookahead window. In cases when no resources are available for
Pr services, a preemption mechanism preempts resources for the
Pr service, by deporting one or more running BE services. The
experimental results show that PPPS can reduce the Pr services
rejection rate to ∼ 0% while minimizing the disturbance that
BE services witness such as prolonged waiting times.

Index Terms—Network function virtualization (NFV), Service
function chain (SFC), Time-critical, Edge computing.

I. INTRODUCTION

Communications service providers (CSPs) are revolutioniz-

ing how they build and operate their networks as a result of the

disaggregation and virtualization of conventional proprietary

functions both in the core and radio access network (RAN).

At the core side, control and user plane separation (CUPS)

is introduced to evolve, provision, and scale control and

user functions separately. To host the user-plane functions, a

distributed cloud infrastructure is required near end users. This

goes hand-in-hand with the service-based architecture (SBA)

adopted by 3GPP for the 5G core and the adoption of cloud-

native platforms and tools [1]. The same distributed cloud is

required to host the open RAN (O-RAN) disaggregated, and

virtualized components: distributed units (DUs), centralized

units (CUs), and near real-time RAN intelligent controllers

(nRT-RICs) [2]. The disaggregated RAN functions must be
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provisioned with stringent time constraints [3]. There is a

growing interest in edge computing both on the industry and

academia fronts. In addition to hosting CSPs own services,

core and RAN disaggregated virtualized network functions

(VNFs), edge is to host third-party services such as over-the-

top (OTT) services. The edge computing market is projected

to grow from ∼ $36 billion in 2021 to ∼ $87 billion by 2026,

at a growth rate of 19% during the forecast period [4].

Adopting network function virtualization (NFV) and

software-defined networking (SDN) makes service provision-

ing more agile, scalable, and costs less, as CSPs can reduce

capital and operation expenditures [5]. To do so, a placement

decision is needed to determine which physical node/server

will host each VNF. Since the announcement of the call for

action of NFV in 2012, there has been a considerable body of

research addressing VNF placement and resource allocation.

Most enterprise and network services consist of component

functions/VNFs that are stitched together in a specific order

to form service function chains (SFCs) [6], [7]. As shown in

Figure 1, SFCs may have common VNFs; for example, sfc1
and sfc2 have V1, V2, and V3 in common, where V2 is non-

shareable.

Time-critical, henceforth premium (Pr), services and appli-

cations are a class of software with stringent time constraints,

and a service would fail if such constraints were not met [8]–

[10]. Catastrophic consequences might follow as a result of

service failure, for example, a collision warning service failure

(pre- and/or post-deployment) might result in more collisions

and more fatalities. The majority of emerging 5G use cases are

time-critical in nature, such as industrial IoT/control, remote

control, and mobility automation [11]. Edge computing is a

distributed version of the cloud, and its resources are limited

compared to the cloud. The demand generated by time-critical

and other applications necessitates efficient utilization of edge

resources. With the stringent time constraints of time-critical

applications and services, there must be a mechanism by which

time-critical service requests are immediately satisfied.

To address the efficient utilization of edge resources and

immediate satisfaction of Pr service/SFC requests, this paper

proposes a preemptive prediction-based placement scheme of

time-critical SFCs with VNF sharing (PPPS). As an extension

to our prediction-based SFC placement scheme [12], PPPS

utilizes a preemption criterion to remedy the situations where

prediction fails to secure the required resources for Pr SFC

requests. In our previous work [13], to avoid rejecting Pr SFCs

(sfcpr) due to resource availability, we utilized a preemption
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Fig. 1. Example Service Function Chains (SFCs) of different lengths and
common VNFs

criterion to release resources by deporting running BE SFCs

(sfcbe). We were able to achieve ∼ 0% Pr SFCs rejections

(The 0% rejection rate is not guaranteed due to situations

where there is no BE SFCs deployed or deployed BE SFCs

are not utilizing enough resources for PR SFC request(s) at

hand). However, the drawbacks that the BE SFCs witnessed,

such as prolonged waiting times and preemption costs, are

concerning as they are impacting prospective revenue streams

for CSPs. The reduction in sfcpr requests rejections that

the prediction-based scheme can achieve is bounded by the

difference between lookahead window size in time slots (TSs)

and the average duration of running BE SFCs in TSs. As a

result, we should not be able to see a significant improvement

in sfcpr rejections for lookahead window sizes less than the

average duration of sfcbe requests. The PPPS scheme tries

to take the best of both schemes to eliminate sfcpr request

rejections and soothe the preemption side effects on sfcbe
requests. To the best of our knowledge, predictive priority-

aware preemptive-scheduling has never been used in the

context of SFC placement with VNF sharing at the resource-

limited edge environment.

The main contributions of this paper are:

• Introduction of preemptive prediction-based placement

scheme that reduces sfcpr requests rejection rate to near

zero.

• Defining the baseline performance of the proposed PPPS

scheme using the integer linear programming(ILP) as the

SFC placement algorithm.

• Designing a heuristic placement algorithm to mitigate the

complexity of the ILP-based placement schemes at scale.

The remainder of this paper is structured as follows. Section II

covers related work. The System model is explained in Section

III. The proposed PPPS scheme and problem formulation are

detailed in Section IV. In Section V, we detail the simula-

tion framework. Performance evaluation and results analysis

are covered in Section VI. Conclusions and future work is

presented in Section VII.

II. RELATED WORK

A. VNF/SFC Placement Decision Levels

Unlike a single VNF, the placement of an SFC is more

challenging due to orderliness and other constraints that a

placement scheme has to consider. The SFC placement is a

two-step process. First, SFC’s VNF components are associated

with hosting nodes, then resources are allocated for each

VNF to satisfy performance requirements. Second, forward-

ing/traffic steering rules are defined to enforce the orderliness

of traffic processing within an SFC. The work in [14] treats

SFCs as a compute task that has a sequence of executions,

however, we believe that, prior to processing any traffic, all

VNFs of any SFC must be deployed and running.

Depending on the architecture and scale of the NFV envi-

ronment, the placement decision is made at different levels.

Some techniques propose the placement of VNFs/SFCs at the

server level, i.e., which server hosts each VNF, such as the

proposed placement techniques in [15]–[18]. Authors in [19]

propose Octans in which they address the SFC placement at a

CPU core level in many-core systems. Authors in [20] propose

Finedge, which allocates resources at the CPU core time/share

level, and it dynamically monitors and reacts to the possible

performance degradation.

B. VNF Sharing

Indeed, VNF sharing is one of the techniques used to reduce

the cost, and efficiently utilize resources. For example, as

shown in Figure 1, the required resources to satisfy sfc1 and

sfc2 are 21 CPU cores, compared to only 15 cores when

VNF sharing is used as shown in Figure 2. Unlike some

surveyed VNF sharing papers which consider all VNFs are

shareable, in this example, having V2 as non-shareable, the

VNF sharing is able to use 50% fewer resources for sfc2 and

29% resource savings for the two SFCs.

6

cores

SFC2

V1 V2 V3
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SFC1 9

cores
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Shareable

Fig. 2. Compute resource savings when sharing VNFs among SFCs

There is an increasing interest in VNF sharing among CSPs

and OTT service providers. For example, deploying evolved

packet core (EPC) VNFs on public cloud used to be a deserted

and excluded idea; however, there is increasing deployment

of EPC VNFs on the public cloud. Moreover, sharing non-

security-critical VNFs, such as mobility management across

5G end-to-end slices is gaining attention [21]. In [22], authors

propose sharing the same cache VNF (vCache) among ISPs

using the same infrastructure provider. It is clear that VNF

sharing can be crucial in cost savings by efficiently utilizing

edge environments’ limited resources.

The authors of [17] propose sharing VNF among SFCs, but

specifies a predefined number of flows that a VNF can serve,

which ignores the operations dynamics and may leave VNFs

over-/under-utilized. The work in [23] mixes the concepts of

infrastructure VM and VNF sharing, yet they assume that a

VM can only host one VNF. However, the VNF container

should not be treated as an infrastructure asset; it should be an

ephemeral component that is deployed, replicated, terminated,

or updated and redeployed. The required resources for each
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VNF are defined in the service descriptor and must be fulfilled

at deployment. If the VNF/SFC required resources are to

change, the change should not be introduced to the running

instances rather, the service descriptor is updated, and the

change is realized in subsequent deployments.

C. Priority- and Prediction-based Placement

The concept and handling of priority are diverse in the

literature of priority-based SFC and VNF placement. The

authors in [24] utilize a changing priority that is dynamically

assigned to SFCs, VNFs, or flows, depending on the situation,

rather than a predetermined priority before deployment. The

work in [25] uses a priority that is determined after receiving

the SFC request and is based on the resources required by SFC,

the more resources required, the higher the priority. Despite

how practical these priority assignment techniques may sound,

we believe that the SFC request priority should be the same

for all SFC’s VNFs, the priority should not change and should

be known before satisfying the SFC request. For example,

once received, the same higher priority should be assigned to

all VNFs of a time-critical SFC request, the priority should

not change and should not be proportional to the required

resources.

To better serve customers, service providers utilize pre-

diction in different aspects. Service providers can use mod-

els/tools to predict service arrivals which can help reserve

resources for sfcpr requests to avoid rejection/failures [26];

traffic demand and user mobility that both help with proactive

replication and/or migration [27], [28]; the resources to allo-

cate to guarantee performance requirements (profiling) [29];

finally, to predict the degradation and/or failure of physical

nodes hosting SFC’s VNFs that help mitigate service inter-

ruptions and downtime.

III. SYSTEM MODEL

The placement decision is taken by the scheduler which is

part of the controller that controls and manages edge loca-

tion(s)/service domain(s). The controller’s location, including

the scheduler, varies depending on the deployment model the

CSP uses. On one hand, the controller can be deployed next

to worker nodes that host workloads and functions within the

edge location which comprises an autonomous edge location.

On the other hand, the controller can be deployed in the

central/public cloud to manage multiple edge locations. A

hierarchy of controllers is an intermediate solution where a

lower-level controller utilizes a higher-level controller when

a service request cannot be satisfied locally. We can safely

assume that our proposed placement scheme will integrate

seamlessly with all deployment models as the controller is

responsible for providing and updating the inventory of avail-

able resources in its service domain.

In NFV-based service domains, some services of both CSPs

and third-party service providers come in different quality of

service (QoS) categories. Indeed, there could be more than two

service categories; however, for simplicity, in this paper, two

service categories have been chosen. Pr service that is provi-

sioned with the highest expected load, not oversubscribed, and

served with dedicated high-priority queues, and BE service is

sent and queued with lower priority.
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Fig. 3. States an SFC request can take in our system and order of priority
and deployment of queues (1 → 2)

The sfcpr requests can be in one of these states: received,

rejected, running, or completed. The sfcbe requests, due to

their lower priority, can be in states: received, running, pending

redeployment, or completed. The states and actions that trigger

state changes in SFCs are detailed in Figure 3.

SFC requests consist of one or more VNFs. SFC’s VNFs are

selected from a list of on-boarded VNFs V . To operate at full

capacity (process a maximum flow of traffic Fmax(vi)), each

VNF vi ∈ V has to be assigned its required resources. S(vi) is

a flag to determine if a VNF vi is shareable. The actual inflow

and outflow (subject to change due to operations dynamics)

of VNFs are determined once selected in sfcj . The substrate

network is represented as a graph G(N,E), where N is the

set of nodes, and E is the set of links. Each node n ∈ N has

compute resources, cpu cores, and memory, and each link

e ∈ E has bandwidth capacity bwc and propagation delay

Del. The topology of the substrate network is determined

by a configurable connectivity matrix. Table I lists a detailed

description of the substrate network and SFC parameters.

IV. PROPOSED PLACEMENT SCHEME

Due to operations dynamics, traffic processed by VNFs vary,

and VNFs can be underutilized at times. A VNF sharing-

based SFC placement scheme takes advantage of operations

dynamics and shareable VNFs to enhance resource utilization,

reduce SFC deployment cost, and rejection rate. To satisfy a

new SFC request, the VNF sharing-based placement scheme

scans deployed VNFs for underutilized similar VNF(s) that

can manage the expected load of the SFC request at hand. A

new VNF is only instantiated in cases where: the VNF is non-

shareable, there are no similar previously deployed VNFs, or

similar VNF(s) are deployed but fully utilized.
Despite using VNF sharing, there is a possibility that a

received sfcpr request cannot be satisfied due to insufficient

resources. Based on the results of our VNF sharing-based

placement scheme in [30] (used the same setup as in Section

V), the rejection rate of Pr SFCs is unavoidable and concern-

ing. We utilize the notion light, medium and high-loaded to

refer to system configuration resulting in different loads which

dictated by the percentage of sfcpr:sfcbe and the average
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TABLE I
SYSTEM PARAMETERS DESCRIPTION

Parameter Description

cpuc(n) CPU capacity in cores of node n ∈ N,∼ U [8, 64]

ramc(n) RAM capacity in GBs of node n ∈ N,∼
U [16, 128]

cpuav(n) Available CPU cores at node n ∈ N

ramav(n) Available RAM GBs at node n ∈ N

enn′ A link exists from node n to node n′, n, n′ ∈ N

bwc(enn′ ) BW capacity in Gbps of link enn′ ,∼ U [2, 5]

bwav(enn′ ) Available BW at link enn′

Del(enn′ ) Propagation delay in µsec of link enn′ ,∼
U [0.5, 4]

V Set of available/on-boarded VNFs

vi Is a VNF, where vi ∈ V

cpu(vi) CPU cores required for VNF vi ∈ V,∼ U [2, 8]

ram(vi) RAM GBs required for VNF vi ∈ V,∼ U [4, 16]

Fmax(vi) Maximum inflow VNF vi can handle, function of
cpu(vi) and ram(vi)

S(vi) Flag to indicate VNF vi is shareable

Drop(vi) Flag to indicate that VNF vi drops/compresses
inflow

sfcj SFC request j

|sfcj| Number of VNFs in sfcj , ,∼ U [4, 7]

v
j
i The ith VNF of sfcj

Fin(v
j
i ) Actual inflow that VNF vi. Fin(v

j
i ) = κ ∗

Fmax(vi), where κ ∼ U [0.2, 1]

Fout(v
j
i ) Outflow VNF vi will produce. Fout(v

j
i ) = η ∗

Fin(v
j
i ), where η ∼ U [0.5, 1]

Del(sfcj) Maximum end-to-end delay of sfcj=(|sfcj | −
1) ∗ AvgLinkDelay, where AvgLinkDelay =

1

|E|

|N|∑

n=1

|N|∑

n′=1

Del(enn′ )

Vdiff (sfcj,k) Number of VNFs in sfcj not in sfck

Gst(sfcj) Guest SFCs hosted by sfcj’s VNFs

50:50 | VarDur.
Light-loaded

50:50 | 7,20TSs
Medium-loaded

20:80 | 7,20TSs
High-loaded
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Fig. 4. Rejection rate of Pr SFC requests (sfcpr) of VNF-sharing-based
scheme vs no-sharing-based scheme for different system loads. (Experiment
duration is 200 TSs, arrival rate λ = 2 requests/TS. VarDur.: duration of SFCs
is variable, the average is 10 TSs. 7-20: duration is fixed, sfcpr=7 TSs &
sfcbe=20 TSs). Results are based on our work in [30]

duration in TSs. Light-loaded system configuration is realized

when the percentage of sfcpr:sfcbe is 50:50 and the average

duration is 10 TSs. Having 50% of received requests staying in

the system for 20 TSs resembles the medium load while high

load is when having 80% of requests with duration 20 TSs. As

shown in Figure 4, the best-case scenario is a ‘light-loaded’

system. Utilizing VNF sharing resulted in a 50% reduction in

Pr SFCs rejection rate; however, the rejection rate of the VNF

sharing-based placement scheme remains at 19%. It is even

worse for higher system loads, with longer duration BE SFCs

and/or more BE SFCs. These rejections represent unsatisfied

customers and lost revenue for CSPs.
To address such costly rejections, we propose PPPS, a pre-

emptive prediction-based placement scheme for time-critical

SFCs with VNF sharing to help CSPs manage their resource

utilization efficiently and increase revenue. The PPPS scheme,

in Algorithm 3, hinges critically on three components, the

placement algorithm, the prediction of the future sfcpr re-

quests and the required resources, and the preemption compo-

nent. In addition to utilizing prediction to secure the required

resource for future sfcpr requests, a criterion should be in

place to preempt resources for sfcpr requests by deporting

lower-priority BE SFC(s). The preemption should balance be-

tween immediately satisfying sfcpr requests and minimizing

disturbance that BE SFCs witness. Priority-aware preemptive-

scheduling is not a new idea; it has been used extensively,

especially in the context of process scheduling for CPU .

However, unlike CPU process scheduling, it is not always fea-

sible and/or practical to resume the execution of a preempted

lower-priority SFC from the point it was suspended at. For

the VNF sharing-based placement, we utilize either an ILP-

based algorithm or a heuristic placement algorithm (detailed

in subsection IV-A). A detailed description of prediction is

in Section IV-B. The different scores used in the preemption

criteria are detailed in Section IV-C.

A. SFC Placement Algorithm

Both ILP and heuristic-based placement algorithms are

deterministic and consider only the snapshot of system utiliza-

tion, used and available resource, and SFC requests received

up until the current time slot.
1) ILP Placement Algorithm: With SFC request sfcj con-

sisting of VNFs vi, i ∈ [1, |sfcj|], the decision variables are:

χj
in, meaning a new instance of VNF vi belonging to sfcj is

to be placed at node n; and Rj
in means that VNF vi of sfcj

is to share and become the guest of a deployed, underutilized

VNF of the same type at node n. Queues, decision variables,

and parameter descriptions are in Table II.
a) Objective Function: The objective is to select the

placement that minimizes the overall cost, hence optimize

resource utilization. The objective function in equation (1)

is formulated to prioritize sharing over deploying new VNF

instances.

min

|sfcj|
∑

i=1

∑

n∈N

[cpu(vji )U
c
cpu(n) + ram(vji )U

c
ram(n)]χj

in+

Fout(v
j
i )Ucbw[χ

j
in +Rj

in]
(1)
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TABLE II
QUEUES, DECISION VARIABLES AND CONSTANTS

Variable/Queue Description

Recpr A queue holding new Pr SFCs until deployed in the
same TS

Recbe A queue holding new BE SFCs until deployed

Rejpr A list of rejected Pr SFCs

Penbe A queue holding deported BE SFCs to be rede-
ployed

Runpr|be A list of deployed Pr or BE SFCs

Compr|be A list of finished Pr or BE SFCs

χ
j
in Binary decision for placing VNF vi of sfcj at node

n

R
j
in

Binary decision for sharing the flow of VNF vi of
sfcj with already deployed VNF of same type at
node n

Di
n VNF of same type as vi already deployed at node

n

Fav(Di
n) Available unused flow of vi at node n

Uc
cpu(n) Unit cost of cpu at node n

Uc
ram(n) Unit cost of ram at node n

Uc(bw) Unit cost of bw at all links

b) Constraints: A feasible solution must have each VNF

of SFC assigned only once to a substrate node, where each

VNF is realized by a new instance or by sharing the free

capacity of a deployed VNF, equation (2). If sharing is the

decision, a shareable VNF of the same type must have been

deployed, equation (3), and its free capacity is sufficient for

SFC’s VNF inflow, equation (4). If a new instance is to be

deployed, χj
in to be valid, substrate node n must have the

required resources, i.e., cpu and ram, equations (5 & 6). Equa-

tions (7) and (8) ensure the continuity of both SFC’s VNFs and

the substrate nodes hosting them, and that available bandwidth

in the physical link enn′ is enough for the outflow VNF vji .

Finally, equation (9) is to guarantee that the quality-of-services

(QoS) requirements (maximum end-to-end latency) of sfcj is

satisfied. We assume that both transmission and processing

delays are negligible and the delay of each placement solution

is the summation of the propagation delay of the solution’s

links.
∑

n∈N

χj
in + Rj

in = 1 , ∀i ∈ [1, |sfcj|] (2)

∑

n∈N

χj
in + Di

n S(vi) R
j
in = 1, ∀i ∈ [1, |sfcj|] (3)

Fin(v
j
i ) R

j
in ≤ Fav(D

i
n), ∀n ∈ N & ∀i ∈ [1, |sfcj|] (4)

|sfcj |
∑

i=1

cpu(vji ) χ
j
in ≤ cpuav(n), ∀n ∈ N (5)

|sfcj|
∑

i=1

ram(vji ) χ
j
in ≤ ramav(n), ∀n ∈ N (6)

enn′ (χj
in + Rj

in)(χ
j

(i+1)n′ + Rj

(i+1)n′) = 1

∀n, n′ ∈ N & ∀i ∈ [1, (|sfcj| − 1)]
(7)

∑

n∈N

∑

n′∈N

Fout(v
j
i )(χ

j
in + Rj

in)(χ
j

(i+1)n′ + Rj

(i+1)n′ )

≤ bwav(enn′), ∀i ∈ [1, (|sfcj| − 1)]

(8)

|sfcj |−1
∑

i=1

∑

n∈N

∑

n′∈N

Del(enn′) (χj
in + Rj

in)

(χj

(i+1)n′ + Rj

(i+1)n′) ≤ Del(sfcj)

(9)

Algorithm 1: Heuristic Placement Algorithm
// Unit cost of cpu, ram is node dependent, BW unit cost is the same for all

links.

Input : Net Model, sfcj , Uc(bw), bestSolCriterion

Output: solPath

1 foreach VNF vji in sfcj do

2 foreach Node n in N do
// If a shareable VNF of the same type as v

j
i

is deployed at node

n, with Fav(Di
n) ≥ Fin(v

j
i
)

3 if shrbleVNFExists(vji , n) then
// vki is a VNF of sfck

4 Sol [vji ][n] = −1 ∗ ID(vki );

5 else if cpu(vji ) ≤ cpuav(n) then

6 Sol [vji ][n] = 1

7 else

8 Sol [vji ][n] = 0

// Maximum number of iterations = 7, the maximum |sfcj |

9 for i← 0 to |sfcj | − 1 do

10 foreach Node n in N do

11 foreach Node n′ in N do

12 if Sol [i][n]6=0 & Sol [i][n′]6=0 then

13 if isLinked(n , n′) then

14 Links [i].addLink(lnn′)

15 Paths ← getPaths(Links, sfcj)
16 foreach Path p in Paths do

17 if isFeasible(p,Del(sfcj)) then

18 feasiblePaths.addPath(p)

19 solPath ← bestSol(feasiblePaths,

bestSolCriterion)

2) Heuristic Placement Algorithm: It is proven that the

VNF/SFC placement is an NP-hard problem [31]; hence a

heuristic algorithm is needed to overcome the complexity

of solving the placement problem at scale. As such, we

design a heuristic placement algorithm (HPA) as algorithm

in Algorithm 1, to find a feasible placement of SFC request

sfcj .

The inputs to HPA are the network model’s current state

(deployed VNFs, VNFs utilization, and available resources

in nodes and links), the SFC request at hand sfcj , and the

best solution criterion, i.e., least delay/cost. The HPA starts

by calculating the initial solution in a matrix form, as shown

in Figure 5, with rows representing SFC’s VNFs and columns

representing hosting nodes. For each VNF vi ∈ sfcj , HPA

checks if a node n ∈ N has a deployed shareable VNF of
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Fig. 5. Heuristic Algorithm, Step 1: Initial Solution

the same type as vi and if that VNF has enough free capacity

for the inflow of vi (fin(vi)), the solution cell at [vi, n] is set

to (−1 ∗ vnfid). If there is no such deployed shareable VNF

Fig. 6. Heuristic Algorithm, Step 2: Possible Links

or the VNF exists but cannot accommodate the fin(vi), HPA

checks if the node has enough resources to host vi. If resources

are enough, the solution cell at [vi, n] is set to 1, otherwise, it

is set to 0. The complexity of this step is O(c.n), c ≤ |sfcj|,
which leads to O(n).

In the next step, HPA uses the initial solution to form

possible solutions in the form of possible links. It does so

by building another matrix of hops (a link/path that connects

nodes hosting vi and vi+1) as rows and nodes as columns,

shown in Figure 6. For each node n in a row (representing

a hop), if a link exists between node n and node n′, a link

enn′ is added to that row/hop. The complexity of this step is

O(n2).

Fig. 7. Heuristic Algorithm, Step 3: Paths Formation

Finally, using the matrix of links in the previous step,

HPA creates complete paths using all possible combinations

of links at each row/hop with complexity O(n + l) where

n is the number of hopes and l is the number of valid

links, shown in Figure 7. Then, all formed complete paths are

tested for feasibility according to the given performance/QoS

requirements of sfcj . The best solution is the path that satisfies

the defined best solution criterion. The overall complexity of

HPA is O(n2).

B. Prediction Component

To minimize the situations where resources are not available

to satisfy sfcpr requests, we utilize predicted sfcpr requests to

arrive in a lookahead window of length ω to decide to satisfy

the pending sfcbe requests or not.

3/4/2022 1:00 AM3/4/2022 2:00 AM3/4/2022 3:00 AM3/4/2022 4:00 AM3/4/2022 5:00 AM3/4/2022 6:00 AM

ω time-slots  

Lookahead windowCurrent TS (t)

sfc
t-2

be2sfc
t
be1 sfc

t-1
be1sfc

t
be2

2nd sfcbe request received in TS (t-2)

sfc
t
pr1sfc

t
pr2

1st sfcpr request received in current TS (t)

Recpr

Penbe

tt-1 t+1

- Recpr : a queue holding sfcpr requests received in current time-slot (TS)

- Penbe : a queue holding sfcbe requests received in current TS plus those requests received in 

previous TSs but never deployed due to resource limitations

Fig. 8. Prediction lookahead window, different queues (Recpr and Penbe),
and queued sfcpr/sfcbe requests

As shown in Figure 8, in each time slot (TS), arriving sfcpr
and sfcbe requests are placed in Recpr and Penbe queues,

respectively. While sfcbe requests can tolerate waiting for

deployment if not satisfied in the same TS they were received,

the sfcpr requests cannot tolerate waiting and are rejected if

not satisfied (in Figure 8, unlike sfcbe requests in Penbe, there

are no sfcpr requests older than the current TS in Recpr). The

assumption here is that a simple prediction model exists and

based on the historical data, it can predict the number of sfcpr
requests to arrive in the next ω TSs and the required resources

with high accuracy. The simple predictor is not expected to

predict the nodes at which resource will have to be available.

On one hand, such detailed prediction would complicate the

predictor and consequently reduce the prediction accuracy. On

the other hand, not knowing the nodes at which the resources

must be available would cause rejections of future sfcpr
requests, this is where the preemption kicks in to secure the

required resources. Furthermore, it is known that the longer

the lookahead window, the less accurate the predictions, which

is why we will utilize relatively short lookahead window size.

Deciding to deploy pending sfcbe requests is based on

comparing the available resources AvailRes (free resources

in the current TS, and those will be released in the next ω
TSs) and the predicted required resources ReqrdRespr during

the same lookahead window. A deployed sfcbe in the current

TS will have a lasting impact on resources availability that

will extend beyond the lookahead window, hence the sfcpr
requests rejections. To compensate for the difference in TSs

between the size of the lookahead window ω ∈ [1, 3] and

the duration of sfcbe requests (typically 10 or 20 TSs), we

utilize a resource safety margin α ≥ 1. On the one hand,

small values of α will lead to a higher rejection rate. On the

other hand, large values can cause starvation for the pending

sfcbe requests as it will result in overbooking resources for

future sfcpr requests, resulting in lower system utilization and

prolonged waiting times for sfcbe requests.
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C. Preemption-based Placement

In a typical preemptive resources allocation algorithm,

suspending a running process/service releases a determined

amount of resources. Using VNF sharing, suspending a de-

ployed SFC does not necessarily release the same amount

of resources that the SFC is utilizing. As such, to produce

a recommendation for the best criterion for certain contexts,

we studied different preemption criteria that use a number of

scores.

As in Algorithm 2, PPPS deports BE SFCs one at a

time from a list sorted according to the calculated scores

(PreemptCPU is from our previous work [13], listed here for

completeness). The simplest preemption criterion is ‘All’, in

which all running BE SFCs are deported to release resources

for the Pr SFC at hand. This criterion represents a baseline

performance and will be used as a benchmark to evaluate other

criteria. Some of the deported BE SFCs will be successfully

redeployed, while others cannot be deployed and will be put in

a redeployment-pending queue Penbe. On the one hand, the

‘All’ criterion is very simple, considered a placement with

rearrangement, and does not require executing the placement

algorithm for the Pr SFC more than once. On the other hand, it

unnecessarily disturbs all running BE SFCs, and consequently,

the placement algorithm is executed as many times as the

number of deported BE SFCs.

Algorithm 2: preemptCPU [13]

Input : netModel, criterion, sfcpr, Runbe

Output: sol, Penbe

1 if criterion 6= Random then
// sfcpr is needed for the ‘similar’ criterion

// sort() sorts ’as.’ ↑ or ’dec.’ ↓ based-on given criterion

2 Runbe ← sort(score(Runbe,criterion,

sfcpr),[as|dec])

3 sol ← ∅
4 while sol = ∅ and len(Runbe) 6= 0 do

5 if criterion = Random then
// Runbe is not sorted

6 sfcbe ← getRandSfc(Runbe)

7 else

8 sfcbe ← Runbe[0] // Runbe is sorted

9 deport(sfcbe) // Deported sfcbe is removed from Runbe

10 Penbe ← sfcbe
11 sol ← satisfy(sfcpr,netModel)

12 return sol, Penbe

To solve the negative effects of the ‘All’ criterion, we uti-

lized other criteria with the main goal of minimizing both the

number of disturbed BE SFCs and the number of placement

algorithm executions. First, a score is calculated per BE SFC

then the list of scores is sorted. Finally, BE SFCs are deported

one at a time until the Pr SFC is successfully deployed.

Deporting only one BE SFC is the best-case scenario, while

the worst-case scenario is deporting all BE SFCs. In the worst-

case scenario, there is a chance that the Pr SFC cannot be

deployed, because the resources utilized by BE SFCs were

not enough for the Pr SFC, or there were no deployed BE

SFCs.

Resources availability is the main factor that leads to

the successful deployment of SFC requests, especially the

cpu cores. As such, the score calculation should involve

cpu cores utilized by deployed BE SFCs and can optionally

use cpu cores required by the new Pr SFC. We decided to

use scores: SFC-Length (number of VNFs in SFC), SFC-CPU

(number of cpu cores utilized by SFC), SFC&Node-CPU

(number of cpu cores utilized by SFC plus the number of

free cores at nodes hosting SFC’s VNFs), Similar (similarity

measure between deployed BE SFCs and the new Pr SFC),

and Random (no scores calculated, the list of deployed BE

SFCs used as-is).

SIM(sfcpr, sfcbe) = 1/{Vdiff(sfcpr,be)+

(|sfcpr| − |sfcbe|) + [max(fout(v
pr
i ))−max(fout(v

be
i ))]+

[

|sfcpr|
∑

i=1

cpu(vpri )−

|sfcbe|
∑

i=1

cpu(vbei ) +Gst(sfcbe)} (10)

The ‘shorter-first’ and ‘longer-first’ criteria sort the list of

length scores in ascending and descending order, respectively.

The ‘SFC-CPU-first’ and ‘SFC&Node-CPU-first’ criteria use

descending sorted CPU scores list. The only criterion that

depends on the new Pr SFC in calculating the similarity

score is the ‘most-similar-first.’ The goal here is to search

for the most similar BE SFC to the new Pr SFC, which

should minimize the number of deported BE SFCs. Shown

in equation (10), the similarity score is the inverse of the

difference score, which includes: the number of different

VNFs, Pr-length minus BE-length, Pr-max-outflow minus BE-

max-outflow, the difference in required CPU cores, and the

total number of SFCs that BE SFC is hosting. Each difference

term in equation (10) is normalized against its peers calculated

for all BE SFCs before calculating the similarity score.

V2: Host VNF
SFC1 TTL=4

guest vnf

guest vnfSFC3 TTL=3

SFC4 TTL=7

Outflow 34  Inflow 44

Inflow 20 Inflow 20

Inflow 16+44+20  = 80 Outflow 16+34+20  = 70

V2: Host VNF
SFC4 TTL=7

guest vnfSFC3 TTL=3

Outflow 34  Inflow 44

Inflow 20+44  = 64 Outflow 20+34  = 54

Deport SFC1

MaxIn/OutFlow 100

MaxIn/OutFlow 100

Fig. 9. Promoting guest VNF to act as a host, part of sfcbe deportion [13]

Deporting a running SFC (deport(sfcbe) procedure, in

Algorithm 2 line 9) should be done considering VNF sharing’s

guest and host VNFs. For example, in Figure 9, VNF V2 of

sfc1 is a host VNF that shares its capacity with two guest

VNFs belonging to other SFCs, sfc3 and sfc4. If a guest
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VNF’s SFC is to be deported; the shared capacity is returned

to the host VNF. In cases where the host VNF’s SFC is to be

deported, a guest VNF needs to be promoted to act as a host

VNF. The simplest scenario is when there is only one guest

VNF; it will take the host role automatically. If more than

one guest VNFs exist, the VNF with the highest time-to-live

(TTL) will get promoted to avoid the overhead of frequent

promotions if a VNF with the least TTL was selected.

D. The PPPS Scheme

Both prediction-based and preemption-based service place-

ments suffer from shortcomings/drawbacks. On the prediction-

based placement side, due to the restricted length of the

lookahead window compared to sfcbe duration in TSs, there is

no way to achieve a near-zero rejection rate of sfcpr requests

without causing severe starvation to the sfcbe requests. On

the preemption-based placement side, the preemption cost and

side effects on deployed sfcbe services are concerning. PPPS

takes the best of both schemes. On the one hand, it reduces

the rejection rate of sfcpr requests to near zero. On the other

hand, it only utilizes preemption in cases where prediction

fails to secure the required resources to satisfy sfcpr requests,

which inclines the preemption side effects for about 50% of

cases compared to the 100% of preemption-based placement

scheme.

The PPPS scheme, listed in Algorithm 3, manages sequen-

tial SFC requests arriving at each TS. First, PPPS looks for

deployed SFCs in list Runpr|be with TTL value, in TSs, equal

to zero to terminate and release the resources, otherwise, it

decreases the TTL value by one. Second, PPPS considers

requests in the received Pr queue (Recpr). After trying to

satisfy sfcpr requests, PPPS attempts to satisfy the sfcbe
requests in the Penbe queue, which holds new sfcbe requests

and requests that were previously deported to accommodate

an sfcpr request and were not successfully redeployed. There

is no Penpr queue because sfcpr requests cannot tolerate

being queued in a received waiting queue (Recpr) beyond

the TS they were received in or being deported and waiting

for redeployment. There is no Rejbe list, as we assume that

the sfcbe requests can tolerate waiting for deployment or

redeployment.

When satisfying sfcbe requests, PPPS first checks if the

available resources are greater than the predicted required

resources that future sfcpr requests will require to be suc-

cessfully satisfied. In cases where there are enough resources

to satisfy future sfcpr requests, PPPS utilizes the excess

resources to satisfy sfcbe requests pending deployment (re-

quests in the Penbe queue). In situations where resources

are not available to satisfy the received sfcpr requests, PPPS

utilizes the preemptCPU procedure, as in Algorithm 2, to

preempt resources by deporting one or more of the running

sfcbe services. As can be seen in line 22 of Algorithm 3,

when comparing predicted required resources (ReqrdRespr)

to available resources (AvailRes) we utilize the safety margin

α. It is worth noting that the AvailRes are those resources

free in the current TS and resources that will be released in

the next ω TSs as running SFCs are finished, TTL=0, and

Algorithm 3: Preemptive Prediction-based Placement

Scheme
// SimDur: Simulation duration in time slots (TSs), ω ∈ [1, 3] TSs Lookahead

window length, and α ∈ [1, 3]

Input : net-Model, SimDur, ω, α
Init. : Recpr, Runpr|be, P enbe, Rejpr, Compr|be

Output: Different queues\lists and collected statistics

1 for i← 1 to SimDur do

2 Recpr ← received sfcpr requests

3 Penbe ← received sfcbe requests

// Update TTL of running SFCs

4 foreach sfcpr|be in Runpr|be do

5 if ttl(sfcpr|be) = 0 then
// Releases resources utilized by finished sfc

6 Compr|be ← sfcpr|be

7 else decTTL(sfcpr|be)

8 foreach sfcpr in Recpr do
// Using ILP-based or Heuristic-based placement algorithm

9 sol ←satisfy(sfcpr,net-Model)

10 if sol 6= ∅ then

11 deploy(sfcpr,net-Model)

12 Runpr ← sfcpr

13 else
// Check Algorithm 2 (preemptCPU) for details

14 sol,Penbe ←preemptCPU(criterion,Runbe)

15 if sol 6= ∅ then

16 deploy(sfcpr,net-Model)

17 Runpr ← sfcpr

18 else Rejpr ← sfcpr

// ReqrdRespr is required resources of sfcpr requests expected to

arrive in ω TSs

19 ReqrdRespr ← predReqResources(ω)
// AvailRes: free resource in current TS and in next ω TSs

20 AvailRes ← getAvailResources(ω)
21 ExtraResbe ← 0

22 if AvailRes > (α * ReqrdRespr) then

23 ExtraResbe ← AvailRes − (α
*ReqrdRespr)

24 while (∃ sfcbe in Penbe)&(ExtraResbe 6=0) do

25 sol ←satisfy(sfcbe,net-Model)

26 if sol 6= ∅ then

27 deploy(sfcbe,net-Model)

28 Runbe ← sfcbe
29 ExtraResbe

←ExtraResbe-usedRes(sfcbe)
// else sfc stays in Penbe
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moved to Compr|be list. Extra resources (ExtraResbe) are

those available resources that exceed the α-scaled AvailRes
and are utilized to satisfy one or more requests pending in the

Penbe queue (see Algorithm 3 lines 24-29).

V. SIMULATION FRAMEWORK

Because the development of edge computing and MEC is

relatively new, no edge/MEC demand and workload traces are

publicly available and sufficiently suitable for our system setup

[32], [33]. Therefore, we synthetically generate SFC requests

per each TS. The arrival of SFC requests per TS follows a

Poisson distribution with an average rate of λ = 2.

We utilize a Java-based simulation environment to generate

a substrate network model, synthetically generate demand by

creating SFC requests at time slots, execute the placement de-

cisions, and track SFCs’ different state/queue transitions. SFC

length is drawn from a uniform distribution |sfcj | ∼ U [4, 7]
[6], [7]. The service time, i.e., SFC duration in TSs, is fixed,

where sfcpr = 7 and sfcbr ∈ {5, 20}. If SFC duration is to be

variable; it is randomly sampled from a uniform distribution

U [5, 18]. The ratio of Pr to BE SFC requests is either ‘50:50’

or ‘20:80,’ and the order of arrival is randomly shuffled.

In our simulations we use a modified NSFNET network

model for all experiment, and the topology has 13 nodes and

32 directional links. With the simulation time set to 200 TSs,

we generate around 415 SFCs, taking care of the number

of SFC requests per TS; type of VNFs of each SFC; actual

inflow and outflow of each VNF; and the maximum end-to-

end delay of each SFC as the QoS requirement. This process is

repeated ten times, and generated data are saved in files and

used in different experiments. Knowing the ground truth of

SFC requests arrivals and their required resources, we did not

train an actual prediction model. We utilized a randomized

prediction error with and error rate to simulate a prediction

model predictions that might have prediction errors. The list

of on-boarded VNFs contains 16 VNFs of different flavors

and resource requirements, where 60% of VNFs are shareable

(following the same ratio suggested by findings in [21]). The

ILP-based placement algorithm is solved using the Gurobi

solver [34].

VI. PERFORMANCE EVALUATION

A. Evaluation Metrics

Similar to other SFC placement schemes, PPPS uses metrics

such as resource utilization, rejection rate, and percentage of

received SFCs that are completed, running, or waiting for

deployment/redeployment. In addition, the preemption-related

metrics are the following: the average number of deported

BE SFCs to satisfy one Pr SFC; the average number of

deportations per BE SFC; and the percentage of received Pr

SFC requests that needed preemption to be satisfied. To assess

the impact on deported BE SFCs, we use the average waiting

time (AWT) and turn-around time (TAT). AWT is the time

an SFC spends in the system, not in the running state, before

completed, and is calculated for SFCs in Recbe, Penbe, and

Combe queues and lists. The TAT is the total time spent from

reception to completion and is calculated for and averaged

over completed SFCs only. Since the SFC’s TAT equals the

SFC duration plus the AWT; we only report the AWT. Except

when reporting the sfcpr AWT, due to the sensitivity to

uncontrollable processes running in the background, we chose

to use TS, instead of system time in milliseconds, as the unit

to report the more complicated sfcbe requests AWT and TAT.

We formulate equation (11) as the preemption cost function.

It is a function of j and k, where j ∈ [0, |Runbe|] is the

number of deported BE SFCs to satisfy one Pr SFC and

k ∈ [4, 7 ∗ |Runbe|] is the total number of VNFs in deported

SFCs. The cost function has three components: c1 the cost

of lost revenue when deporting one BE SFC; c2 the cost of

a single execution of placement algorithm; and c3 the cost

of caching the state of a single VNF until redeployment. For

simplicity, we used equal costs, c1 = c2 = c3 = 1. The

time cost, the time an SFC stays in Penbe, is ignored as it

is less concerning compared to the processing and caching

costs that might impact the sfcpr satisfaction. Preemption

cost metric packs both the lost revenue caused by suspending

running SFCs which degrades QoS, and the processing and

cashing cost representing the load on the scheduler/controller

which is translated into power consumption. The placement

scheme should strive to minimize both power consumption

and QoS degradation by avoiding unnecessary deports and

redeployment, respectively.

Cost(j, k) =

{

c1.j + c2(1 + j) + c3.k , ‘All′ criterion
c1.j + 2c2.j + c3.k , otherwise

(11)

B. Results and Discussion

Based on the results of our preemption-based placement

scheme in [13], the overall best preemption criterion is the

‘SFC-CPU-first’ criterion. Consequently, we will use this cri-

terion for the preemption component of the PPPS scheme. For

the comparison against the prediction-based scheme, we report

the percentage of received SFC requests that are completed,

running, and pending for both Pr and BE categories. Also, we

report the AWT of sfcbe requests. For the comparison against

the preemption-based scheme, we report preemption-related

metrics such as average deported sfcbe per sfcpr that needed

preemption to be satisfied, average deports per sfcpr, and the

average preemption cost per sfcpr.

Figure 10 depicts the status of received SFC requests at the

end of the simulation. The medium-loaded system statistics

are in Figures 10a and 10b; these show that, on the one hand,

the PPPS scheme reduced the premium rejection to zero, even

using the smallest safety margin α = 1. On the other hand,

the percentage of pending best-effort requests, with α = 1, is

almost the same as the best prediction-based placement with

α = 2.8. The same impact of the PPPS scheme can be seen

in the reported high-loaded system results in Figures 10c and

10d. However, it is more impressive as the best prediction-

based placement, with α = 2.9, still has around +40% rejected

sfcpr requests, yet the PPPS scheme can eliminate premium

services rejections with almost no increase to the pending BE

SFCs (in figure 10d, compare the Penbe of the PPPS scheme

with α = 1 to that of prediction-based with α = 2.9).
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Fig. 10. Closing premium and best-effort queues and lists (Comppr , Runpr , Rejpr , Compbe, Runbe and Penbe), for prediction-based compared to
preemptive prediction-based placement (reported for different values of the resource safety margin α), reported for Medium-loaded (a) & (b) and High-loaded
system (c) & (d)
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Fig. 11. Average waiting time (AWT) of sfcbe requests and percentage of
pending BE requests (Penbe)

There are two facets of the placement schemes that we

are comparing in this section, the positive impact on the

rejection rate of sfcpr requests and the negative impact on

both the AWT of sfcbe requests and the size of pending

queue Penbe. Both the AWT and percentage of pending sfcbe
requests are reported in Figure 11. For reference, we report

the AWT and Penbe for VNF sharing-based, preemption-

based, prediction-based, and PPPS schemes. As can be seen

in Figure 11, the Penbe of the PPPS scheme is better, lower

than the preemption-based scheme, and almost the same as

the prediction-based high-loaded system. The medium-loaded

system’s AWT of sfcbe is the same in preemption-based,

prediction-based, and PPPS schemes. The same does not apply

to the case with the high-loaded system because of the higher

ratio of sfcbe requests, 80%, and the compound contribution

to the AWT from both prediction’s safety margin and from

preemption-based sfcbe deports.

If the preemption-based placement achieves zero sfcpr
rejections, a valid question would be why use a PPPS scheme

over a pure preemption-based scheme? To answer this ques-

tion, we compare the preemption related metrics of both

schemes as shown in Figure 12. The average number of de-

ported sfcbe to satisfy one sfcpr request of the PPPS scheme
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Fig. 13. System utilization per time-slot, reported for different system loads

is lower than the preemption-based scheme for both medium-

and high-loaded systems, see Figure 12a. The same applies

to the average number of sfcbe deports to satisfy one sfcpr
requests, as shown in Figure 12b, except for the high-loaded

system, the reason is that having 80% sfcbe requests and

using the ‘SFC-CPU-first’ preemption criterion that deports

sfcbe utilizing more cpu cores first. Prediction reduces number

of deployed BE SFCs, as a result, BE SFCs with a higher

number of cpu cores will witness more deports. Nonetheless,

it is not a significant increase as both schemes are under 1.5

deports/sfcbe. When it comes to preemption cost (based on

Equation 11), as shown in Figure 12c, the PPPS scheme is a

distant first. This is attributed to the fewer situations in which

the PPPS scheme utilizes preemption compared to the pure

preemption-based scheme. With the remarkable reduction in

preemption cost with less deports and redeployment, PPPS

scheme improves both power consumption and QoS observed

by end-users consuming BE SFCs.
System utilization is a crucial factor as some schemes might

eliminate the sfcpr rejections at the expense of overbooking

resources, which is reflected in lower utilization. As shown in

Figure 13, the utilization of the PPPS scheme is overall better

than that of the VNF sharing and prediction-based scheme,

and as good as that of the preemption-based scheme for both

system loads. This reiterates and confirms the reported result

of PPPS Penbe in both Figures 10 and 11.
As shown in Figure 14, the sfcpr statistics are almost the

same for ILP and heuristic-based placement schemes for the

medium- and high-loaded systems. On the one hand, in Figure

14e, we can see that for the high-loaded system, the ILP-based

placement schemes are resulting in 6− 11% more completed

BE SFC requests Compbe, and the heuristic-based placement

resulted in 25− 33% more pending BE SFC requests Penbe.

On the other hand, as shown in Figure 14c, the heuristic-based

placement schemes reduced the AWT of sfcpr requests of the

medium-loaded systems to 31− 72 fold compared to the ILP-

based placement schemes, and 37−149 fold of the high-loaded

systems, as shown in Figure 14f. Thanks to the safety margin

α, it was established in [12], that under extreme prediction

error rates (up to 70%), the biggest increase in the high-loaded

system’s Rejpr is only 17%.

VII. CONCLUSION AND FUTURE WORK

This paper proposed a Preemptive Prediction-based Scheme

(PPPS) for immediate placement of time-critical services with

VNF sharing. From the experimental results, we conclude

that the PPPS scheme is better than both prediction-based

and pure preemption-based schemes provided that we have

a simple predictor that can produce accurate predictions using

a relatively short lookahead window. If such a predictor is
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Fig. 14. Closing premium and best-effort queues and lists (Comppr , Runpr , Rejpr , Compbe, Runbe and Penbe), for VNF Sharing-based, prediction-
based, preemption-based, vs preemptive prediction-based placement schemes, reported for ILP and Heuristic placement algorithms, and for Medium-loaded
(a) & (b) and High-loaded system (c) & (d)

hard to find except with longer lookahead windows or is not

simple, the cost of that predictor should be added to the cost

equation 11.

We realize that the unnecessary deports of BE SFCs are

unavoidable, even when using the best preemption criterion.

This is because of VNF sharing and the unknown number of

resources released due to deporting BE SFCs. Being able to

diagnose, in detail, the reason behind failing to satisfy the Pr

SFC in the first place would give us some guidance to design

a better, less disturbing to BE SFCs, preemption criterion. For

future work, we will diagnose the failure of Pr SFC placement

and use such diagnosis to relocate single/few VNFs or deport,

at most, a single BE SFC.

We remark that both VNF sharing and reducing the pre-

emption cost contribute to energy conservation, which is the

goal that all CSPs have been hasting towards recently. Power

consumption/saving was not the focus of this work as it

requires a completely different system setup and evaluation

metrics. As such, we plane to investigate and demonstrate the

power saving improvements that PPPS scheme can achieve.
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